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ABSTRACT

The advancement of artificial intelligence and the increasing availability of open biodiversity datasets have
significantly transformed ecological monitoring methodologies. With this development we present a real-time
dragonfly species identification system based on latest Al deep learning techniques. The system implementation is
made in two steps. The first is Python development which integrates multiple modern libraries, including pandas for
data manipulation, PIL for image processing, Folium for geospatial visualization, Streamlit for user integration and
PyTorch for model development. The second is a client-side browser-based development built onto lightweight
Tensorflow libraries. The Global Biodiversity Information Facility (GBIF) is used as the dataset for this project. It is
one of the most complete datasets and provides a lot of useful features. One amazing feature is structured
biodiversity data. With this feature we can use taxonomic classifications to organize species, geospatial coordinates
to find the exact location of identified species, and image references that point to images. Two convolutional neural
network (CNN) architectures, ResNet18 and EfficientNet-B0, are employed to perform species classification tasks.
These architectures are selected due to their efficiency and strong performance in image recognition problems. The
trained models are first optimized in Python development. At the moment, Python libraries do not offer direct export
from PyTorch to Tensorflow, instead we export to a more general formal like ONNX, and then from ONNX to
Tensorflow. Tensorflow offers a formidable way to make real-time inference directly within web browsers. In
addition it eliminates the need for high end devices on the server-side for computation, and ensures low latency.
From our test results we noticed that EfficientNet-BO achieves high classification accuracy up to 98%, while
ResNet18 offers faster inference speed. The results show that we can use them in different real-time scenarios,
depending on what matters the most: speed or accuracy. The proposed system provides a scalable and accessible
solution for biodiversity monitoring and contributes to the advancement of Al-driven ecological tools.

Keywords: artificial intelligence, Tensorflow, ONNX, ResNet18.

INTRODUCTION

The expanding human population and industrial activity place more pressure on the environment. For this reason, to
protect our environment, we first must monitor it. One important pillar or environment monitoring concerns
biodiversity monitoring. [1] We must define that loss of habitat has occurred due to climate change, human activity
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or simply habitat loss. Thus, an accurate identification system dedicated to species plays a fundamental role as it will
contribute to a powerful tool in biodiversity monitoring and informing conservation planning[2]. The dragonfly is
considered a semi-aquatic organism where the larva lives in freshwater while the adult resides in terrestrial
conditions. Dragonfly larva is highly sensitive to water quality and any pollutant can have a significant impact on
the number of larvae [3]. In its adult form, the dragonfly disperses into the terrestrial area adjacent to the aquatic
environment, connecting both ecosystems together. This identifies the species as a common indicator for water and
ecosystem quality [4]. Their presence in the ecosystem usually indicates good health, thus enhancing their role in
biodiversity monitoring. Conventional identification techniques use expertise and manual inspection, which are
labor-intensive, prone to errors, and unscalable. Al technology, especially CNNSs, offers an efficient solution for
identifying species from images [5-7]. The main objective is to implement a real-time dragonfly species
identification system based on the latest and most modern techniques and publicly accessible data. That system aims
to process images, automatically classifying them with a reasonable accuracy rate. Furthermore, it should be
achieved instantly on a web-based application. By using different data sources and implementing efficient neural
network architectures this application intends to be highly accurate while also performing in real-time.

MATERIAL AND METHOD

System Architecture. The proposed system adopts modern architecture composed of multiple components, each
responsible for a specific task within the processing pipeline. Similar to many other data-driven approaches, the
pipeline starts with the data collection stage where information is gathered from multiple sources, such as GBIF [8].
After processing that data, we produce a fine-tuned model. That model is then exported through different steps to a
real-time web application. At the heart of this application is a straightforward pipeline with the following steps: data
extraction, preprocessing, model training, evaluation, and deployment. Each module is designed to work
independently, be high performing and compatible with next step in the pipeline. This kind of modularity allows us
to have a great range of flexibility in improving individual components without affecting the entire pipeline. A
conceptual representation of the system architecture would illustrate a flow derived from GBIF data sources, passing
through preprocessing stages, feeding into deep learning models and, finally, producing predictions in a user
interface. The architecture also includes a conversion pipeline that transforms trained PyTorch models into
TensorFlow.js Lite format for deployment.

Convolutional Neural Networks, the power behind the scenes. All vision-based systems rely on the same theory:
implementation on top of convolutional neural networks (CNN). This choice is simple because CNN are designed to
work with grid-like data such as images.

Convolution Operation. The convolution operation is defined as:
m

T
1+ K)(x,y) = Z Z IGe+i,y + DKL

i=0  j=0
where [ represents the input image and K represents the kernel (filter). This operation extracts spatial features such as edges and textures.

Activation Function. Non-linearity is introduced using activation functions such as ReLU:
f(x) = max (0,x)

This enables the network to learn complex patterns.
Loss Function. The classification problem uses cross-entropy loss:
N

L==) ylog (%)
i=1
where ; is the true label and ¥; is the predicted probability.
Optimization. The model parameters are updated using gradient descent:

8 =8 —nVL(8)

where 77 is the learning rate.
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Data Acquisition and Exploration. The dataset used to train the model discussed in this study is obtained from
different sources. A variety of data is fundamental to the process as it offers a more powerful model. One of the
most common sources in similar cases, for model creation, is Global Biodiversity Information Facility (GBIF). It is
a very large and complex dataset that offers an abundant amount of data that supports our study. It also contains
almost all species and their main occurrences according to the contribution of many researchers, institutions, and
citizen scientists worldwide. How we fetch data from GBIF is through API calls. Such calls retrieve records that
include species names, geographic coordinates, observation dates, and image references. The information we obtain
in this way has its own data structure. To process our data we chose Pandas, an easy choice due to the capabilities of
its library. As a result it is the perfect solution for data manipulation and analysis. Geospatial analysis is one of the
main pillars for our decision to use GBIF. This extracted information is crucial because one of our scopes is to
visualize species in a graphical map. For this purpose, we use the Folium library. Through its use we obtain an
interactive map of species occurrences. This visualization offers a better picture of how dragonfly species are
distributed all over the country and where different groups are more concentrated, for example whether the
distribution is greater at low altitudes or high altitudes. As with all datasets, we can find inconsistencies. For some
images there may be missing values, for others it could be duplicate entries, and so on. Such inconsistencies could
also result in varying image quality. All of these issues must be addressed. For this purpose, we conducted a
preprocessing phase to ensure the data was suitable for training machine learning models.

Data Preprocessing. The first step is to process data. It is a very crucial step in the development of any machine
learning system. Data input quality is the key to both model performance and accuracy. It could lead us to successful
implementation or failure. In this study we undertook multidimensional preprocessing, which included cleaning the
dataset and preparing images for training. There are different strategies for data cleaning, but we decided to start by
removing all duplicates. Next, we removed all corrupted images before removing all records with missing values. To
achieve a normalized naming species we used a helper database system through which a unique ID for each species
was generated. In this way we guaranteed that there is only one entry for each species. Image preprocessing is
performed using the Python Imaging Library (PIL). Images are resized to a standard resolution of 224x224 pixels,
which matches the input requirements of the neural network architecture used in this study. Pixel values are
normalized to improve training stability. To achieve better results, we also used data augmentation techniques,
which helped us to increase the diversity of the training dataset. More concretely, they include brightness
adjustments, random rotations and horizontal flips. This step is not mandatory, but helps by better exposing our
model to variations that may occur in real-world scenarios.

Model Development. To develop our model, we first start by implementing classification. As a base library for this
purpose, we use PyTorch. It is one of the best deep learning frameworks. Its most powerful features are performance
and flexibility, both very useful in our implementation. There are different architectures but for this study we used
ResNet18 and EfficientNet-BO. [9], [10] Our test identified them as the most reliable. ResNet18 implements
perfectly the concept of residual learning. What exactly does it mean? It means that we train each layer to learn only
the difference between input and output. In this way we avoid forcing layers to learn a completely new
transformation. This technique provides us with skip connections, leading us to address the vanishing gradient
problem. Through these connections we provide the model with the ability to learn identity mappings. This whole
process makes it easier to train deep networks. ResNet18 is relatively lightweight, making it suitable for small
devices. Furthermore, it can accommodate run real-time applications thanks to huge technological advancements in
small devices, offering us Al processing using a reasonable amount of time and energy.

When improving a neural network, we have 3 main ways to enlarge it: 1. Depth — add more layers; 2. Width —
make layers have more neurons (channels); 3. Resolution — use larger input images;

ResNet18 increases only one, depth, so it adds more layers. EfficientNet-B0 instead uses a compound method of
scaling and tries to balance all of them. Rather than making it only deeper or only wider, it creates a combination of
all three. The idea: Make it a bit deeper + a bit wider + slightly higher resolution. In this way, EfficientNet-BO is
highly effective for image classification and perfect for scenarios where both accuracy and efficiency are important.
For our models instead of starting from scratch, we started with a model that already had "learned knowledge". The
“weights” come from training on a large dataset (like ImageNet). After loading pre-trained knowledge, we trained it
again on our specific data (dragonflies). The model adjusted slightly to become specialized for our task. Thus, it
transformed from general knowledge to specific dragonfly recognition. In this way we reduce training time and
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improve performance because pre-trained models have seen millions of images, and training from scratch takes a
long time and lots of data.

Training Process. How is the training process implemented? Or how does a neural network learn during training?
To answer these questions, we must implement the following steps:

Step 1: Feed input images into the model. We feed an image into the model, which processes it and outputs a
prediction. Step 2: Compute the loss. The model compares its prediction with the correct label. The difference
between them is referred to as the loss (error). If the model is wrong, then loss is high. If the model is correct, loss is
low. Step 3: Update the model. The model uses Backpropagation. This calculates how each parameter contributed to
the error. Next, we adjust weights to reduce the loss next time.

Cross-entropy loss is also utilized. It measures how different the predicted probabilities are from the true class. In
simple terms, if the model is confident and correct then we have a very low loss; however, if it is confident but
wrong we see a very high loss. It is utilized because it is perfect for classification problems, works well with
probabilities and encourages the model to be both correct and confident.

The model uses Adam optimizer to update its weight. Adam is an advanced version of gradient descent. It
automatically adjusts the learning rate for each parameter and also combines ideas from momentum plus adaptive
learning. Thus, we have as a result faster convergence, more stable training and less manual tuning. Training is
carried out over multiple epochs. The model must repeat the process multiple times through the training dataset as it
cannot learn everything in one pass.

The dataset is split into training and validation sets. In our study we used an 80/20 ratio. The training set (80%) was
used to teach the model, while the validation set (20%) tested the model during training. We used the 80/20 balance
due to the fact that it is common, has enough data to train well and sufficient data to reliably evaluate.

Next, we evaluated our model with unseen data. In our case, unseen data are images not used for learning so the
model has never seen it during training. This kind of generalization tells us how well the model works on new,
unknown data.

During the training process, we monitored accuracy and loss. We tracked the model’s learning and avoided it
learning “too much” from the training data. During this monitoring process we kept track of two key metrics,
accuracy (how many predictions are correct) and loss (how wrong the model’s predictions are). Typically, accuracy
should increase over time and losses should decrease. We monitored them during training and data validation.
Sometimes accuracy looks good, but loss reveals hidden problems. In overfitting, the model learns the training data
too well, but performs poorly on validation data. For this reason, we need what we call early stopping. This is a
technique to stop training at the right time. Thus, during the monitoring of validation loss, if it stops improving for
several epochs we stop the training process. This helps us to prevent overfitting, saves training time and retains the
best model (not the last one).

RESULTS

Experimental Results

To have a finely tuned classification model, we used multiple metrics. This is crucial especially for tasks like species
identification. The main metrics we will use for this purpose are:

1) Accuracy. Percentage of correct predictions out of all predictions. It should be good for overall performance.

2) Precision. Of all predicted positives, how many are correct?

Example: Model says “dragonfly species A”. Precision checks: How often is that true?

3) Recall. Of all actual positives, how many did the model find? All real species A images. Recall checks: Did the
model detect most of them?

4) F1-score. A balance between precision and recall. It is useful when we want a single metric that considers both
errors

In this study we compare two models, EfficientNet-BO and ResNet-18. Our tests show that EfficientNet-BO
performs better in accuracy, precision and recall. Over all it classifies species more correctly (higher accuracy),
offers fewer false positives (better precision) and detects more true cases (better recall). In short, it provides more
reliable and accurate predictions. On the other hand, ResNet18 is faster and produces results more quickly. This
makes it better for real-time systems, such as what we intend to create.
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We will analyze our model’s mistakes by using confusion matrix and figure out the best result. In our Confusion
Matrix we present a table that displays the model predicted and what the true labels were, helping us to see what the
correct predictions and different types of errors. From the matrix we can identify which classes are often confused
for one another and observe patterns like species A — misclassified as species B while species C is rarely confused.
In this way we create the “patterns of misclassification”. It means that some species are consistently confused with
other specific ones. These are systematic errors, not random mistakes. For example, if there are two dragonfly
species with similar wing patterns, the model consistently mixes them up. For species that look very similar, the
model struggles to distinguish them and errors increase between those classes. This could be classified as a data
problem, not just a model problem. To fix these issues, we need more images of confusing species, different
angles/lighting/backgrounds and clear labeling.

Real-Time Application

The system is made available using Streamlit. With this library we can create faster web applications in Python. Our
app has a user interface where users will upload an image (in our case, a dragonfly photo). Next, the system
processes the image using an Al model. By the end of the process, it returns a prediction which is in our case the
species name. When a user uploads an image, the system will first preprocess it. The system does resize or
normalize pixel values so it matches the format expected by the model. Then the image is passed through our trained
Al model, which makes its prediction. It assigns a percentage to each possible species it was previously trained in;
for example 90% Lindenia tetraphylla, 7% Calopteryx virgo, 3% Gomphus pulchellus and so on. We filter within
our code and select the species with the highest probability as the prediction, choosing one that is above 80%, and
consider lower percentages to be a model mistake. Because the system works in real time, we have instant results
after uploading an image, it is easy to use and widely accessible. This system is not limited to experts, so different
types of users can benefit from it including researchers, students and citizen scientists.

Model Conversion and Deployment. To run the Al model directly in a web browser, we cannot publish it in
PyTorch. For web standards it is considered a raw format, and it must be further elaborated because browsers do not
support it natively. Thus, the model must be converted into a format compatible with JavaScript. The most
frequently used Javascript for processing Al models on the web is TensorFlow.js Lite. By the end of the
transformation process we should have a TensorFlow.js Lite format file. As direct transformation is not offered to
date by PyTorch we must use a middle transformation step. First, our model is converted to ONNX. It is a universal
format to move models between frameworks, in this way closing the gaps between different Al models and enabling
them to work almost identically in different environments. Then, the ONNX model as a generalist can easily be
transformed into a TensorFlow model. Now, we finally have our own model ready to run on a web browser though
javascript; lightweight and perfect for small devices.

TensorFlow.js, including its lighter version TensorFlow.js light, allows our Al model to run on a web browser. This
eliminates the need for a back-end server to process images or make predictions. This means the browser does all
the work instead of sending data to a remote server. Since there is no network request, predictions are almost instant.
Additionally, as a welcome side effect, user data -in our case dragonfly images- never leave the device, making the
system more secure and privacy-friendly.

Performance Analysis and Discussion. We tested our system with two different models, EfficientNet-BO and
ResNet18. The system performs well in both classification types, accuracy and computational efficiency. The
EfficientNet-BO model is more accurate when compared with ResNet18, undertaking this comparison helps to
define which to use on different platforms; for example on embedded devices, smartphones or laptops. The
EfficientNet-BO model achieved 93.7% overall accuracy, with a precision of 92.9% and recall of 93.2% through all
classes. These are very impressive numbers for this kind of system. However, this improved accuracy comes at a
cost. In this case, computational complexity increases exponentially. According to our tests it results in an average
inference time of approximately 120 ms per image. This result can be improved over time with technological
advancements. On the other hand, the ResNet18 model provides faster inferences. It achieved an average processing
time of 65 ms per image. Currently, it is more suitable for real-time applications due to this enhanced speed. Its
classification performance is reduced as it achieved an accuracy of 90.8%, with a precision of 90.1% and recall of
89.7%. This lower rate comes with the benefit of reduced time in half. It can thus, from the processing speed
perspective, be a good choice. These results offer a better picture of the cost in efficiency versus accuracy.
EfficientNet-BO offers a well-accepted solution in both speed and accuracy. It is also perfect for higher scientific
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analysis. However, ResNet18 is more efficient in embedded devices like camera traps in the wild due to its minimal
requirements and high efficiency. We identify two weak points to our system: dataset imbalance and image quality
variation. This happens because some species appear much more often than others, and images differ depending on
lighting, background and resolution. As a result, the model shows improved learning of common specie, but
struggles with rare species. Poor-= quality or inconsistent images make classification harder.

The system can be improved by adding more data. This will offer better accuracy, especially for rare species.
Another improvement can be made using temporal data, which considers when the image was taken (season, time)
and can help to distinguish species. Last but not least is to create a mobile app so that users can identify species
directly in the field.

10.

CONCLUSION

To wrap up, this study presents an Al-based system for real-time dragonfly species identification. Using
open biodiversity data and modern techniques, we have created an identification system capable of working
on web browsers and even without powerful server processing power. This feature makes the system very
practical. The high precision percentage makes the system very reliable. These achievements also inspire us
to expand the system to other species.

The combination of Streamlit and TensorFlow.js Lite offers a user-friendly system as they support
prototyping and browser-based inference. Furthermore, from this combination we benefit from real-time
and client-side processing. As a result, this system is very useful not only for academic research but also for
environmental monitoring and educational use.
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